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Outline

Part 1: Learning and routing

I Motivation & managing Part 2: State-of-the-art methods & frameworks

expectations I Neural Large Neighborhood Search (NLNS)
I Background: ML, DNNs, CO I Efficient Active Search (EAS)
I GPU: strengths and weaknesses I Simulation-guided beam search (SGBS)
I Getting started: Routing with ML I Outlook: The rl4co package
1 Attention!

Thanks to all of my co-authors on these works: André Hottung, Jinho Choo,
Yeong-Dae Kwon Jihoon Kim, Jeongwoo Jae, and Youngjune Gwon, Mridul Mahajan,
Federico Berto, Chuanbo Hua, Jinkyoo Park ...
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Combining ML and optimization: towards automated development

Idea: Learn how to solve an optimization problem through reinforcement learning.

(K. Tierney) Deep Reinforcement Learning for Vehicle Routing Problems 3/58
S



Combining ML and optimization: towards automated development

Idea: Learn how to solve an optimization problem through reinforcement learning.

1 Lower barrier to entry: OR problem I Learning phase computationally
turns into a data science problem expensive; requires at least a GPU

I Customized heuristics for the type I Algorithmic interpretability likely
of instances at hand lower than for handcrafted solutions
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Managing expectations for learning to optimize

Expectation

I Query a model, get an optimal solution I Query a model, get a solution, not
I Solve any CO problem a user provides necessarily good
I Scale to any problem size I Solve simple classes of problems (“easy”

side constraints!)

I Scale... somewhat.
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Background: ML & DNNs

Background:
ML & DNNs

\Machine learning and combinatorial
optimization”

(K. Tierney) Deep Reinforcement Learning for Vehicle Routing Problems 5/58
S



Reinforcement learning

Wikipedia user EBatlleP

Goal: Determine a policy for the agent to perform \actions" to minimize a loss
function L

Routing context: Learn where to go nextvithout any previously solved instances!
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Background: ML & DNNs

Deep neural network: overview

Feedforward NN:
| Input: xed input size / statistics about
problem

| Hidden layers: multi-layer perceptron
| Output: Softmax over available actions

Activation functions:

Edges transform data according to
speci ed functions
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Why use DNNs?

Strengths: Primary strength for solving VRPs/-

Supports structured data COPs:

GPU-based training/execution
Batching

Automatic feature extraction

Weaknesses:

Require large amounts of data
Prone to over tting

Non-trivial to determine architecture
/ hyperparameters
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Background: ML & DNNs

The transformer architecture

I Encoder: Assign vectors to the components of the input

I Context: Tells the decoder what part of the problem to address

I Decoder: Translates embeddings and the query into an action

I Action: What to do next! (node to visit, etc.)
DNN experts will argue that this is oversimpli ed. This image is meant to be a general view of the
encoder/decoder architecture as we will need it for routing problems.
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Background: ML & DNNs

Heuristic optimization: construction vs. improvement

Construction Improvement

Searches a \neighborhood" of similar so-

\Builds" a solution one component at a =~ .
lutions.

time until it is complete

Examples: GRASP, Ant colony opti-

o Examples: Local search, large neighbor-
mization, ...

hood search, ...
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GPU vs. CPU

GPUs for
Optimization

\Graphics card"
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